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Incident reports provide valuable empirical evidence on hydrogen safety, yet their narrative structure limits reuse in engineering analysis. This study proposes a kernel-based framework that transforms incident data into standardized case cards that represent key physical-hazard processes. Five interconnected kernels are defined to capture hydrogen release, accumulation, dispersion, or explosion, mitigation through venting, and human exposure. A lightweight ontology links parameters, mitigation actions, and outcomes, while a knowledge graph enables structured storage and traceable retrieval. Application to publicly available incident data demonstrates improved comparability and analytical usability. The results suggest that kernel-based structuring provides a practical pathway for integrating empirical safety knowledge into engineering design and digital safety tools and may support future standardization of incident-based risk analysis. 
1 Introduction
Green hydrogen production facilities are being constructed at an accelerating pace as countries seek to reduce carbon emissions from industry and energy systems. The European Commission (2022) proposes that the REPowerEU Plan target is to produce 10 million tons of domestic GH2 by 2030. Electrolyser, compressors, storage systems, and associated infrastructure are now installed in a wide range of industrial settings. As these systems operate, a growing volume of safety-relevant information is produced in the form of incident reports, near-miss records, and investigation findings. European Commission – JRC (2023) provides the Hydrogen Incidents and Accidents Database (HIAD). The U.S. Department of Energy (2024) provides the H2Tools portal as a major resource for hydrogen safety guidance. These materials provide valuable insights into how hydrogen releases occur, how they evolve, and how mitigation measures perform under real conditions. Despite this growing evidence base, knowledge of incidents is seldom systematically incorporated into engineering practice. Reports are usually written to document events or satisfy regulatory requirements rather than to support analytical reuse. Important quantities such as leak size, enclosure volume, ventilation effectiveness, or detection delay are often present but embedded within narrative descriptions. This makes it difficult to compare incidents or extract parameter ranges that could inform design decisions. Even structured databases often combine information from heterogeneous sources, which introduces inconsistencies in terminology and detail.
At the same time, hydrogen safety management is increasingly dependent on digital tools, including simulation-based layout design, probabilistic risk models, and digital twins. These tools require consistent parameterization of hazards. The gap between narrative incident reporting and model-based safety analysis represents a practical obstacle. Bridging this gap requires a representation that preserves empirical experience while organizing it to directly support engineering reasoning.
The approach proposed here is based on the observation that hydrogen incidents can usually be understood in terms of a limited set of physical processes governing hazard intensity and exposure. Rather than attempting to encode every detail of an event, the framework focuses on these governing processes, referred to as hazard kernels. By representing incidents as kernels and recording them on standardized case cards, it becomes possible to connect narrative evidence to measurable parameters and the decisions that influence them.
2. Related work
Hydrogen safety has been widely studied from both process safety and system design perspectives. Electrolysis-based hydrogen production has been identified as a critical pathway in the energy transition, but it introduces risks such as hydrogen leakage, gas crossover, and explosion hazards (Vidas and Castro, 2021; Domínguez et al., 2022). Advanced safety assessments using methods such as HAZID, fault tree analysis (FTA), event tree analysis (ETA), and bow-tie analysis consistently identify leakage and ignition scenarios as dominant risk drivers in hydrogen systems (Muthiah et al., 2024). In addition, inherent safety approaches have been applied to compare electrolysis technologies and highlight the importance of minimizing hazardous inventories and preventing gas mixing at the design stage (Cipolletta et al., 2022).
Beyond plant-level analysis, consequence modelling has been widely used to quantify thermal radiation, explosion overpressure, and dispersion behavior under different release scenarios. These modelling approaches provide valuable insights into hazard propagation mechanisms and support engineering decision-making, particularly in facility layout design and risk zoning. However, such analyses are typically performed on a case-by-case basis and rely on scenario assumptions rather than systematically incorporating empirical incident evidence.
In parallel, increasing attention has been given to learning from operational experience through incident databases. The Hydrogen Incidents and Accidents Database (HIAD) has been developed to collect and harmonize incident reports from multiple sectors, providing a valuable resource for understanding hydrogen-related hazards (Melideo et al., 2019). Subsequent statistical analyses of HIAD 2.0 have identified common failure mechanisms, ignition sources, and consequence patterns, demonstrating the importance of empirical data in improving hydrogen safety practices (Wen et al., 2022).
Despite these advances, existing studies remain largely fragmented. Engineering analyses are often model-driven and scenario-specific, while incident databases are primarily descriptive and lack consistent parameterization. As a result, incident knowledge is rarely structured in a way that supports systematic reuse across projects. Important information is frequently embedded in narrative descriptions, making it difficult to extract comparable parameters or integrate empirical evidence into engineering models.
Moreover, current approaches seldom provide a unified framework that connects incident data, physical hazard processes, and engineering metrics. This gap becomes increasingly significant in the context of digital safety tools and data-driven risk management, which require structured and interoperable representations of hazard information.
To address these limitations, this study proposes a kernel-based framework that abstracts hydrogen hazards into a limited set of physically interpretable processes. By transforming narrative incident data into standardized case cards and linking them through an ontology and knowledge graph, the proposed approach enables the systematic reuse of empirical safety knowledge and provides a bridge between incident evidence and engineering analysis.
3. Kernel-based hazard representation
3.1 Kernel framework
Analysis of incident records from the Hydrogen Incidents and Accidents Database (HIAD) indicates that hydrogen-related events are governed by a limited set of recurring physical mechanisms, including release, accumulation, dispersion, explosion, mitigation, and exposure. Although incident descriptions vary widely in narrative form, these underlying mechanisms show strong regularity across different system configurations and operational contexts. Based on this observation, five hazard kernels are defined to represent the principal stages of hazard evolution in hydrogen systems. These kernels capture hydrogen release and jet fire behavior, accumulation in confined environments, dispersion, explosion processes, venting and relief effects, and human exposure dynamics. Rather than reproducing full incident narratives, the framework abstracts each event into these physically interpretable processes, enabling consistent representation and comparison across heterogeneous data sources.
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Figure 1: The ontology structure

As illustrated in Figure 1, the kernel framework follows a directional structure linking incident evidence to hazard evolution. Incident data are first transformed into standardized case cards, which capture physical parameters, mitigation controls, and observed consequences. These elements are then mapped into the kernel framework, where upstream processes define boundary conditions for downstream hazard development. In this structure, hydrogen release conditions influence accumulation and dispersion, which in turn determine explosion potential or thermal effects, while mitigation actions modify these pathways and ultimately affect human exposure outcomes.
This directional organization reflects the progression observed in real incidents and provides a coherent basis for linking empirical evidence with engineering analysis. Table 1 presents representative HIAD events and their mapping to dominant kernels, demonstrating that diverse incident scenarios can be consistently interpreted through a limited set of governing processes. This mapping supports the abstraction of narrative incident data into comparable analytical units and confirms the relevance of the kernel structure. The fifth kernel introduces the human dimension by representing evacuation and clearance dynamics. Even moderate hazards can produce severe consequences if evacuation is delayed. This kernel links alarm design, route configuration, and personnel distribution to clearance time metrics. These metrics provide a bridge between physical hazard modelling and risk indicators such as individual risk and potential loss of life.
Together, the five kernels form a directional structure in which physical release conditions influence environmental evolution, mitigation effectiveness, and human exposure. This structure reflects the progression observed in many hydrogen incidents and provides a coherent framework for representing empirical safety evidence.
Table 1： Corresponding kernel to HIAD events
	HIAD Event
	Description
	Kernel

	243
	hydrogen ingress into oxygen holder
	K2

	664
	diaphragm leak in electrolyser
	K2

	778
	hydrogen in oxygen drum
	K2

	688
	hydrogen storage tank explosion
	K4

	970
	hydrogen tank explosion
	K4

	1027
	vent ignition
	K3

	1086
	storage flange leak
	K1

	1037
	KOH leak
	K5


3.2 Standardized case cards
To enable systematic reuse of incident knowledge, each incident is transformed into a standardized case card that captures key elements influencing hazard evolution. As shown in Figure 1, the case card serves as an intermediate representation between raw incident data and the kernel framework, providing a structured format that links empirical evidence to analytical interpretation.
The transformation process begins with identifying the dominant hazard processes associated with each incident. This is followed by the extraction of key parameters, such as pressure, enclosure volume, ventilation rate, or release characteristics, depending on the governing kernel. These parameters are then interpreted within the kernel structure to establish their relationship with hazard intensity or exposure outcomes. Mitigation actions and operational decisions are recorded alongside these parameters to reflect how system behavior was influenced during the event.
In cases where quantitative data are incomplete, conservative estimates are derived from contextual information and explicitly documented. This treatment of uncertainty ensures that incident data remain usable while preserving transparency. By converting heterogeneous incident descriptions into a consistent format, the case card structure enables direct comparison across events and supports the identification of recurring parameter patterns.
The functional role of each kernel in this process is defined by its governing input–output relationships, as summarized in Table 2. Each kernel links a set of physical or operational inputs to measurable hazard metrics, providing a consistent basis for parameter extraction and interpretation within the case card framework.
3.3 Ontology and knowledge graph integration
A lightweight ontology is developed to formalize the relationships among parameters, kernels, and outcomes. The ontology focuses on entities that directly influence hazard evolution, including physical parameters, operational controls, and consequence metrics. These entities are connected through kernel-specific relationships, ensuring that parameter values are interpreted within a consistent physical framework rather than as isolated descriptors.
As illustrated in Figure 1, the ontology and knowledge graph operate downstream of the case card representation. Each case card is represented as a node within a knowledge graph, with explicit links to parameter nodes, mitigation actions, and outcome metrics. Importantly, all parameter values retain references to their original sources, enabling full traceability and supporting the evaluation of data reliability. This structure allows analysts to distinguish between directly reported values and inferred estimates, thereby improving the transparency of subsequent analyses.
Within this representation, each hazard kernel functions as a transformation mechanism that connects incident-derived inputs to measurable outcomes. As summarized in Table 2, parameters such as pressure, enclosure characteristics, or ventilation conditions are consistently interpreted in terms of their influence on hazard metrics, including thermal radiation, gas concentration, overpressure, and exposure conditions. This interpretation provides a structured pathway for linking empirical incident data with engineering analysis.

Table 2: Details for five kernel definitions
	Kernel
	Hazard process
	Key inputs
	Outputs
	Typical metrics

	K1
	Hydrogen release and jet fire
	pressure, orifice size
	heat radiation
	thermal flux

	K2
	Hydrogen accumulation
	enclosure volume, ventilation rate
	concentration
	flammability

	K3
	Outdoor dispersion and explosion
	release rate, congestion
	blast wave
	overpressure

	K4
	Venting and relief behavior
	stack height, exit velocity
	ground radiation
	heat flux

	K5
	Evacuation dynamics
	alarm delay, route capacity
	clearance time
	risk to personnel



Application of the framework to selected HIAD cases demonstrates that the knowledge graph enables consistent querying across incidents and facilitates the identification of comparable scenarios. Compared with narrative databases, this representation improves the clarity of relationships between release conditions, environmental factors, and resulting consequences. The approach provides a scalable method for organizing incident knowledge and linking it to engineering reasoning.
By embedding case cards within this structured representation, the framework establishes a clear linkage between incident evidence and hazard modelling logic. This enables incident-derived parameters to be directly interpreted in the contexts of design, risk assessment, and safety evaluation. At the same time, the structure remains sufficiently flexible to accommodate incomplete data and varying levels of detail, which are common in incident reports.
Overall, the ontology and knowledge graph provide a practical interface between empirical safety knowledge and engineering applications, supporting both cross-case analysis and future integration with digital safety management systems. A set of publicly available hydrogen incident reports was translated into kernel-based case cards and integrated into a prototype knowledge graph. Parameter extraction focused on quantities relevant to hazard evolution, while uncertainties were recorded where data were incomplete. Comparison across encoded incidents showed improved clarity in identifying comparable scenarios and decision points. Queries relating to ventilation performance, release conditions, or evacuation timing could be answered consistently across cases. Although the dataset was limited, the demonstration suggests that the approach supports systematic reuse of incident knowledge.
4 Discussions
The kernel-based representation also enables a more systematic evaluation of data comparability. Compared with narrative incident descriptions, the case card structure improves parameter completeness by explicitly recording key variables associated with hazard evolution. Preliminary encoding tests show that a consistent set of parameters can be extracted for most incidents, even when narrative reports vary in structure. To further clarify how comparability is improved, a set of observable indicators was examined based on the encoded HIAD cases. These indicators include the explicit identification of key parameters, the consistency of kernel mapping, and the ability to perform cross-case queries. In the case card representation, parameters such as pressure, enclosure conditions, and mitigation actions are explicitly recorded, whereas in narrative reports, they are often embedded in descriptive text and presented inconsistently. This improves the visibility and consistency of key variables across cases. In addition, the use of physically defined kernel categories supports a relatively consistent interpretation of dominant hazard processes, although some ambiguity remains in complex scenarios. Furthermore, the structured representation enables queries across multiple cases using comparable parameter fields. In contrast, narrative descriptions typically require manual interpretation and may lead to incomplete or inconsistent comparisons. Although a full quantitative benchmarking is beyond the scope of this study, these observations provide supporting evidence that the proposed framework improves the comparability and usability of incident data.
The use of kernel categories allows incidents to be grouped according to their dominant physical mechanism. This improves query ability across the dataset and reduces the time required to identify comparable cases. In contrast, narrative databases typically require manual interpretation of individual reports. These results suggest that kernel-based structuring can enhance the analytical usability of incident knowledge.
The kernel-based framework developed in this study offers a structured method for linking empirical incident knowledge with engineering analysis. By focusing on the physical mechanisms that determine hazard intensity and exposure, the approach avoids excessive descriptive complexity while maintaining analytical relevance. This balance is important because overly detailed representations often become impractical, whereas purely qualitative representations cannot support decision-making.
One key contribution of the framework is the explicit connection between incident-derived parameters and engineering constraints. Instead of treating incidents solely as sources of general lessons, the case card structure enables the extraction and interpretation of specific parameter ranges in relation to hazard metrics. For instance, observations of delayed detection or insufficient ventilation in indoor releases can be translated into quantitative implications for concentration growth and overpressure risk. In this way, empirical experience becomes directly usable within design and risk assessment workflows.
The knowledge-graph implementation further enhances this capability by enabling cross-case comparison and traceability. As additional case cards are incorporated, the graph can reveal recurring patterns in release conditions, mitigation performance, or evacuation outcomes. Such insights are difficult to obtain from narrative databases but become accessible when incidents are structured around comparable physical processes.
Another implication concerns regulatory and safety justification. When engineering decisions are linked to parameters derived from documented incidents, the basis for those decisions becomes transparent. This transparency may be particularly valuable in emerging hydrogen applications, where regulatory frameworks are still evolving, and empirical evidence is limited.
The framework also creates opportunities for integration with digital safety tools. If operational monitoring systems record parameters in the same structure used in the case cards, deviations from empirically observed safe ranges could be detected automatically. This would allow incident knowledge to inform not only design but also real-time operation and maintenance planning.
Despite these advantages, the framework still depends on the availability and quality of incident information. Many reports lack quantitative details, and mapping incidents to kernels requires engineering judgment. Future work could focus on developing semi-automated extraction methods and clearer mapping criteria to boost consistency. Expanding the dataset and testing the framework across different hydrogen applications would also strengthen its empirical basis. Several limitations should be acknowledged. First, incident reports often lack complete quantitative data, which creates uncertainty during parameter extraction. In such cases, conservative estimates or qualitative classifications are used, and the uncertainty is documented in the case cards. Second, mapping incidents to hazard kernels depends on engineering judgment. Although explicit mapping criteria were used, different analysts might interpret certain cases differently. Future work could explore semi-automated extraction methods and develop clearer mapping rules. Third, the dataset is based on publicly available reports, which may introduce reporting bias. Some incidents remain confidential or are poorly documented. Increasing the dataset with additional sources and industry collaboration would improve coverage and robustness.
Overall, the results suggest that organizing incident knowledge around physically interpretable kernels provides a practical pathway for transforming qualitative safety experience into structured analytical input.
5 Conclusions
This study introduced a framework for transforming hydrogen incident reports into standardized case cards grounded in physically interpretable hazard kernels. By structuring incident evidence around a small number of governing processes and formalizing relationships through a lightweight ontology and knowledge graph, the approach improves the comparability, traceability, and analytical usability of empirical safety information.
The results demonstrate that kernel-based structuring enables incident knowledge to be linked more directly to engineering parameters and hazard metrics. This connection supports the reuse of operational experience in design, risk assessment, and safety justification, while also providing a foundation for integration with digital monitoring and modelling tools.
Although the current demonstration is based on a limited dataset, the framework shows potential as a practical method for organizing safety knowledge in rapidly evolving hydrogen production systems. Its extensible structure also suggests a potential role in future standardization efforts to improve the consistency and interoperability of hydrogen safety data. By providing a bridge between narrative incident reporting and quantitative hazard analysis, the approach contributes to more systematic learning from operational experience and supports the development of safer green hydrogen production infrastructure.
References
Cipolletta, M., Casson Moreno, V. & Cozzani, V. (2022). Green hydrogen production routes: An inherent safety assessment. Chemical Engineering Transactions, 90, pp.55–60. https://doi.org/10.3303/CET2290010
Domínguez, R., Calderón, E. & Bustos, J. (2022). Process safety in electrolytic green hydrogen production. Production Management and Process Control, 36, pp.185–195.
European Commission (2022). REPowerEU Plan. Brussels: European Commission.
European Commission – Joint Research Centre (2023). Hydrogen Incidents and Accidents Database (HIAD). Available at: https://minerva.jrc.ec.europa.eu/en/shorturl/capri/hiadpt (Accessed: 21 July 2025).
Muthiah, M., Elnashar, M., Afzal, W. & Tan, H. (2024). Safety assessment of hydrogen production using alkaline water electrolysis. International Journal of Hydrogen Energy, 84, pp.803–821. https://doi.org/10.1016/j.ijhydene.2024.08.237
Melideo, D., Baraldi, D., Weidner-Ronnefeld, E., Dolci, F. & Moretto, P. (2019). Hydrogen incident and accident database (HIAD 2.0): Lessons learned from hydrogen safety data. In: Proceedings of the International Conference on Hydrogen Safety (ICHS).
U.S. Department of Energy (2024). H2Tools: Hydrogen safety best practices and lessons learned. Available at: https://h2tools.org(Accessed: 21 July 2025).
Vidas, L. & Castro, R. (2021). Recent developments on hydrogen production technologies: State-of-the-art review with a focus on green electrolysis. Applied Sciences, 11(23), 11363. https://doi.org/10.3390/app112311363
Wen, J.X., Maroño, M., Moretto, P., Reinecke, E.A., Sathiah, P., Studer, E., Vyazmina, E. & Melideo, D. (2022). Statistics, lessons learned and recommendations from analysis of HIAD 2.0 database. International Journal of Hydrogen Energy, 47(38), pp.17082–17096.
image1.jpg




image2.jpg
AIDIC




image3.emf

